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1: INTRODUCTION

We shall consider the problem of storing, transmitting, and manipulating digital electronic images. Be-
cause of the file sizes involved, transmitting images will always consume large amounts of bandwidth, and
storing images will always require hefty resources. Because of the large number N of pixels in a high reso-
lution image, manipulation of digital images is infeasible without low-complexity algorithms, i.e., O(N) or
O(Nlog(N)). Our goal will be to describe some new methods which are firmly grounded in harmonic anal-
ysis and the mathematical theory of function spaces, which promise to combine effective image compression
with low-complexity image processing. We shall take a broad perspective, but we shall also compare specific
new algorithms to the state of the art.

Roughly speaking, most image compression algorithms split into three parts: invertible transformation,
lossy quantization or rank-reduction, and entropy coding (or redundancy removal). There are a few algo-
rithms which differ fundamentally from this scheme, e.g., the collage coding algorithm [Barnsley,Sloan], or
pure vector quantization of the pixels. The former uses a deep observation that pictures of natural objects
exhibit self-similarity at different scales; we prefer to avoid relying on this phenomenon, since our images
may not be “natural.” The latter uses a complex algorithm to build a super efficient empirical vocabulary
to describe an ensemble of images; we prefer to avoid training our algorithm with any sample of images, to
avoid the problem of producing a sufficiently large and suitable ensemble.

There has emerged an international standard for picture compression, promulgated by the Joint Photo-
graphic Experts Group (JPEG), which is remarkably effective in reducing the size of digitized image files.
JPEG is 2-dimensional discrete cosine transform (DCT) coding of 8 x 8 blocks of pixels, followed by a possibly
proprietary quantization scheme on the DCT amplitudes, followed by either Huffman, Lempel-Ziv—Welch
or arithmetic coding of the quantized coefficients. It has some drawbacks; for example, several incompatible
implementations are allowed under the standard. Also, JPEG degrades ungracefully a high ultrahigh com-
pression ratios, and it makes certain assumptions about the picture that are violated by zooming in or out,
or other transformations. It works so well on typical photographs and many other images, however, that it
has become the algorithm to beat in most applications. JPEG fails most noticeably on high resolution (i.e.,
oversampled) data, and on images which must be closely examined by humans or machines.

Alternatives to JPEG have recently appeared, and we shall discuss 3 of these: the fast discrete wavelet
transform, the local trigonometric or lapped orthogonal transform, and the best-basis algorithm. These differ
in the transform coding step, i.e., instead of DCT they first apply the wavelet transform, lapped orthogonal
transform, or wavelet packet transform, possibly followed by a best-basis search. The resulting stream of
amplitudes is then quantized and coded to remove redundancy.
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Existing image processing algorithms work on the original pixels or else on the (2-dimensional) Fourier
transform of the pixels. If the image has been compressed, it must be uncompressed prior to such processing.
Alternatively, we can try to devise algorithms which transform the compressed parameters. If compression
is accomplished by retaining only a low-rank approximation to the signal, then we can use more complex
algorithms for subsequent processing. To put this idea into practice, we need to retain useful analytic
properties such as the large derivatives used in edge detection. These will not be preserved by purely
information-theoretic coding such as pure vector quantization, but we can choose transform coding methods
whose mathematical properties combine efficient compression with good analytic behavior.

2: TRANSFORM CODING IMAGE COMPRESSION

A digitally sampled image can only represent a band-limited function, since there is no way of resolving
spatial frequencies higher than half the pixel pitch. Band limited functions are smooth; in fact they are entire
analytic, which means that at each point they can be differentiated arbitrarily often and the resulting Taylor
series converges arbitrarily far away. Since digitally sampled images faithfully reproduce the originals as far
as our eyes can tell, we may confidently assume that our images are in fact smooth and well approximated
by band-limited functions. Another way of saying this is that adjacent pixels are highly correlated, or that
there is a much lower rank description of the image which captures virtually all of the independent features.
In transform coding, we seek a basis of these features, in which the the coordinates are less highly correlated
or even uncorrelated. These coordinates are then approximated to some precision, and that approximate
representation is further passed through a lossless redundancy remover.

The figure below depicts a generic image compression transform coder. It embodies a three-step algo-

rithm:

Storage

Scanned Y Transform i Remove
image Quantize redundancy

Figure 2-1.

Idealized transform coder.

The first block (“Transform”) applies an invertible coordinate transformation to the image. We think of
this transformation as implemented in real arithmetic, with enough precision to keep the truncation error
below the quantization error introduced by the original sampling. The output of this block will be treated
as a stream of real numbers, though in practice we are always limited to a fixed precision.

The second (“Quantize”) block replaces the real number coordinates with lower-precision approximations
which can be coded in a (small) finite number of digits. If the transform step is effective, then the new
coordinates are mostly very small and can be set to zero, while only a few coordinates are large enough to
survive. The output of this block is a stream of small integers, most of which are the same (namely 0). If
our goal is to reduce the rank of the representation, we can now stop and take only the surviving amplitudes
and tag them with some identifiers. If our goal is to reduce the number of bits we must transmit or store,
then we should proceed to the next step.

The third block (“Remove redundancy”) replaces the stream of small integers with some more efficient
alphabet of variable-length characters. In this alphabet the frequently occurring letters (like “0”) are repre-
sented more compactly than rare letters.
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3: DECORRELATION BY TRANSFORMATION

We will consider six pixel transformations which have proven useful in decorrelating smooth pictures.

3.1: Karhunen—Loéve.

Let us now fix an image size say height H and width W, with N = H x W pixels and treat the
individual pixels as random variables. Our probability space will consist of some collection of pictures
S = {51,52,...,Sn}, where M is a big number. The intensity of the nth pixel S(n), 1 < n < N, is
a random variable that takes a nonnegative real value for each individual picture S € S. Nearby pixels
in a smooth image are correlated, which means that the value of one pixel conveys information about the
likelihood of its neighbors’ values. This implies that having transmitted the one pixel value at full expense,
we should be able to exploit this correlation to reduce the cost of transmitting the neighboring pixel values.
This is done by transforming the picture into a new set of coordinates which are uncorrelated over the
collection S, and then transmitting the uncorrelated values.

More precisely, the collection of smooth pictures S has off-diagonal terms in the autocovariance matrix
. N . .
A= (A<Z’]))i,j:1 of the pixels in S:

(3.1-1) A(ij) = % D Snld) x Sn(3),

where S, = S, — 7 20 Sm. A can be diagonalized because it is symmetric (see [Apostol], theorem 5.4,
page 120, for a proof of this very general fact). We can write T for the orthogonal matrix that diagonalizes
A; then TAT* is diagonal, and T is called the Karhunen—Loéve transform, or alternatively the principal
orthogonal decomposition. The rows of T' are the vectors of the Karhunen-Loeve basis for the collection S,
or equivalently for the matrix A. The number of positive eigenvalues on the diagonal of TAT™ is the actual
number of uncorrelated parameters, or degrees of freedom, in the collection of pictures. Each eigenvalue is
the variance of its degree of freedom. TS, is S,, written in these uncorrelated parameters, which is what
we should transmit.

Unfortunately, the above method is not practical because of the amount of computation required. For
typical pictures, N is in the range 10*-10°. To diagonalize A and find 1" requires O(N?3) operations in the
general case. Furthermore, to apply 7' to each picture requires O(NN?) operations in general. Hence several
simplifications are usually made.

3.2: DCT.

For smooth signals, the autocovariance matrix is assumed to be of the form
(3.2-2) A(i, ) = rl=J]

where r is the adjacent pixel correlation coefficient and is assumed to be just slightly less than 1. The
expression |i — j| should be interpreted as |i, — j,| + |ic — je|, where i, and i. are respectively the row and
column indices of pixel 7, and similarly for j. Experience shows that this is quite close to the truth for small
sections of large collections of finely sampled smooth pictures. It is possible to compute the Karhunen—Loéve
basis exactly in the limit N — oo: in that case A is the matrix of a two-dimensional convolution with an even
function, so it is diagonalized by the two-dimensional discrete cosine transform (DCT). In one dimension,
this transform is an inner product with functions such as the one in the figure below:
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Figure 3.2-2.

Example DCT basis function.

This limit transform can be used instead of the exact Karhunen Loéve basis; it has the added advantage of
being rapidly computable via the fast DCT derived from the fast Fourier transform. The Joint Photographic
Experts Group (JPEG) algorithm uses this transform and one other simplification. N is limited to 64 by
taking 8 x 8 sub-blocks of the picture. JPEG applies two-dimensional DCT to the sub-blocks, then treats
the 64 vectors of amplitudes individually in a manner we will discuss in the next section.

3.3: LCT or LOT.

Rather than use disjoint 8 x 8 blocks as in JPEG, it is possible to use “lapped” or “localized” (but still
orthogonal) discrete cosine functions which are supported on overlapping patches of the picture. These local
cosine transforms (LCT, as in [Coifman,Meyer]) or lapped orthogonal transforms (LOT, as in [Malvar]) are
modifications of DCT which attempt to solve the blockiness problem by using smoothly overlapping blocks.
This can be done in such a way that the overlapping blocks are still orthogonal, i.e., there is no added
redundancy from using amplitudes in more than one block to represent a single pixel. For the smooth blocks
to be orthogonal we must use DCT-IV, which is the discrete cosine transform using half-integer grid points
and half-integer frequencies. The formulas for the smooth overlapping basis functions in two dimensions are
derived from the following formulas in one dimension.

For definiteness we will use a particular symmetric bump function

sin F(1+sinwz), if -1 <z <2,

(3.3-3) b() = {

0, otherwise.

This function is symmetric about the value x = % It is smooth on (—%, %) with vanishing derivatives at
the boundary points, so that it has a continuous derivative on R. Notice that we can modify b to obtain

more continuous derivatives by iterating the innermost sin7x. Let b1(z) = b(x) and define
(3.3-4) bnt1(z) = by (3 sinmz)

Then b,, will have (use L’Hopital’s rule!) at least 2"~! vanishing derivatives at f% and %

Now consider the interval of integers I = {0,1,2,..., N — 1} where N = 2" is a positive integer power
of 2. This can be regarded as the “current block” of N samples in an array; there are previous samples
I' ={...,—2,—1} and future samples I” = {N,N + 1,...} as well. The lapped orthogonal functions are
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mainly supported on I, but they take values on {—N/2,...,—1} C I’ and {N,...,N/2 — 1} C I” as well;
those are the overlapping parts. For integers k € {0,1,..., N — 1}, we can define the function

(3.3-5) ﬁﬁk(j):\/%b(j;%)ms (”(’”%) [];%D

Apart from b, these are evidently the basis functions for the so-called DCT-IV transform. The figure

below shows one such function, with N chosen large enough so that the smoothness is evident:
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Figure 3.3-3.

Example LCT basis function.

The orthogonality of such functions may be checked by verifying the following equations:

—_

( 3.3-6) > veli)vw () =

j=—

3N
2 1, ifk=F,
0, ifk#£K.

vz

The chosen window function or “bell” allows cosines on adjacent intervals to overlap while remaining
orthogonal. For example, the function 1 (j + N) is centered over the range j € {—N,—N +1,...,—1} and
overlaps the function ¥/ (j) at values j € {—N/2,—N/2 4+ 1,...,N/2 — 1}. Yet these two functions are
orthogonal, which may be checked by verifying the equation below:

( 3.3-7) Z (5 + N (j) = 0, for all integers k, k'

Of course, rather than calculate inner products with the sequences 15, we can preprocess data so that
standard fast DCT-IV algorithms may be used. This may be visualized as “folding” the overlapping parts
of the bells back into the interval. This folding can be transposed onto the data, and the result will be
disjoint intervals of samples which can be “unfolded” to produce smooth overlapping segments. This is
best illustrated by an example. Suppose we wish to fold a smooth function across 0, onto the intervals
{-N/2,...,—1} and {0,1,...,N/2 — 1}, using the bell b defined above. Then folding replaces the function
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f = f(j) with the left and right parts fo_ and fo;:

0—(j) = U L
(33—8) b( JN2)f(j)_b(J;2)f(_j_1); iij{—N/Q,...,—l}’
bR G + () F(—G— 1), e {0,1,... N/2— 1},
for(7) = { f(jN, N o,

The symmetry of b allows us to use b(—z) instead of introducing the bell attached to the left interval. This
action divides f into two independent functions (the even and odd parts of f) which merge smoothly around
the grid point 0. The process is an orthogonal transformation. We can fold the smooth function around the

grid point N in a similar manner:

{f(j), if j < N/2;
(= — 1) f(j) = b(I2 — 1) f2N = j—1), ifje {N/2,...,N -1},

(3.3-9)

Frali) = (2 1) () +b(“2 —1)f(2N —j—1), ifje {N,N+1,...,3N/2— 1},
J1 =
' [, if j > 3N/2.

The new function f; defined below is a smooth, independent segment of the original smooth function f,
restricted to the interval of values {0,1,...,N —1}:

for(5), ifj€{0,1,...,N/2—1},
fi-(), ifje{N/2,N/2+1,...,N—1}.
We can now apply the N-point DCT-IV transform directly to fy.

We can likewise define f,,(j) for the values j € {mN,mN + 1,...,(m + 1)N — 1} by the same folding
process, which segments a smooth function f into smooth independent blocks. Folding to intervals of different

(3310) holi) = {

lengths is easily defined as well. We can also generalize to two dimensions by separably folding in x and
then in y.
Unfolding reconstructs f from fy_ and fp4 by the following formulas:

£) = { B 2) fo (G) + b(E2) for (—j — 1), if j € {=N/2,...,—1},
b(j}%)fm(j) - b(_];%)fof(—j —1), ifje{0,1,...,N/2—1}.

Composing these relations yields f(j) = [b(jJrl\l,/z)2 + b( ﬂ;l/Z)Q] f(5). This equation is verified by the
bell b defined in Eq.(3.3-3), for which the sum of the squares is 1.

(3.3-11)

3.4: Adapted block cosines.

We can also build a library of block LCT bases (or block DCT bases) and search it for the minimum
of some cost function. The chosen “best LCT basis” will be a patchwork of different-sized blocks, adapted
to different-sized embedded textures in the picture. Again it will be necessary to encode the basis choice
together with the amplitudes. A description of two versions of this algorithm and some experiments may be
found in [Fang,Seré|.

3.5: Subband coding.

A (one-dimensional) signal may be divided into frequency subbands by repeated application of convolution
by a pair of digital filters, one high-pass and one low-pass, with mutual orthogonality properties.

Let {hk}kM:?Jl, {gk},iw:?]l be two finite sequences, and define two operators H and G as follows:

M—-1 M-1

Z hj fi+2k, (G = Z 9i fi+2k-

j= =0

(3.5-12) (Hf)k
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H and G are defined on square-summable signal sequences of any length. They are also be defined for
periodic sequences of (even) period P, where we simply interpret the index of f as j + 2k (mod P). In that
case, the filtered sequences will be periodic with period P/2.

The adjoints H* and G* of H and G are defined by

(3.5-13) (H* D= > heafy (G He= Y geofy
0<k—2j<M 0<k—2j<M
H and G are called (perfect reconstruction) quadrature mirror filters (or QMFs) if they satisfy a pair of
orthogonality conditions:
( 3.5-14) HG* =GH" = 0; H*"H+ GG =1
Here I is the identity operator. These conditions translate to restrictions on the sequences {hy}, {gr}. Let
mg, m1 be the bounded periodic functions defined by

M—

M1
( 3.5-15) mo(€) = hyet*s, my(§) = Z gre'ke,
k=0 k=0

[uy

Then H, G are quadrature mirror filters if and only if the matrix below is unitary for all &:

mo(€)  mo(€ +)
( 3.5-16) (m?(f) m?(& + W))

This fact is proved in [Daubechies]. QMFs can be obtained by constructing a sequence {hy} with the desired
low-pass filter response, and then putting gp = (—1)kh M—1—k. That reference also contains an algorithm for
constructing a family of such {hy}, one for each even filter length M.

The frequency response of one particular pair of QMFs (“C30”) is depicted below. We have plotted the
absolute values of mg and ms, respectively, over one period [—,7]:

1

. 0.8

. 0.6

. 0.4

. 0.2
1 2 3 -3 -2 -1

Low pass C30 High pass C30

1 2 3

Figure 3.5-4.

Absolute values of mg and m.

Notice that mg attenuates frequencies away from 0, while m; attenuates those away from 0.

Below is the traditional block diagram describing the action of a pair of quadrature mirror filters. On
the left is convolution and downsampling (by 2); on the right is upsampling (by 2) and adjoint convolution,
followed by summing of the components. The broken lines in the middle represent either transmission or
storage.
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h 2w [ >2% > h*
g 2w A > g

Figure 3.5-5.

N

Block diagram of subband filtering.

The underlying functions of subband filtering are produced by iterating H* and G* until we have enough
points. For example, 10 iterations of H* applied to the sequence ¢y = {...,0,0,1,0,0,...} produces a 1024~
point approximation to the smooth function whose translates span the lowest-frequency subband. Likewise,
a single G* after 9 iterations of H* applied to ey produces a 1024-point approximation to the next lowest-
frequency function. These are distinguished examples; the first is called the “scaling” or “father” function,
while the second is called the “wavelet” or “mother” function. They are depicted below for a particular
QMF (“C 30,” with 30 taps):

N

C30 Scaling or father function C30 Wavelet or mother function

Figure 3.5-6.

Lowest frequency subband basis functions.

Higher-frequency subbands are spanned by functions with more oscillations, which are produced by using
G earlier in the iteration. The sequence of filters used to generate a function can be converted to an integer
in binary notation as follows. Put Ff = H* and F; = G* in the formula for the function (respectively,
put Fy = H and F; = (). Then for any pair of integers n and L with 0 < n < 2L we can write
n=ng2" +n12' + -+« +ny 1271, where n; € {0,1} for alli = 0,1,..., L — 1. To that combination (n, L)
we can associate a vector Fy, o Fy o---oF} .

For example, the following functions are 1024-point sequences H*G*(H*)%eq and G*G*(H*)3¢eq, respec-
tively given by (n, L) = (2,10) and (n, L) = (3,10):
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Higher frequency C30 wavelet packets

Figure 3.5-7.

Higher-frequency subband basis functions.

It is well known (and shown in [INRIA]) that the number of oscillations of the vector produced in this
manner increases with n/, where n is the Gray-code permutation of n’. The renumbering n — n’ relates
Paley order to sequency order for Walsh functions, and has an analogous effect in the smooth case. This
fact can be used to analyze the spectrum of acoustic signals by measuring the amplitudes of wavelet packet
coefficients. Acoustic signal compression by wavelet packet and best-basis methods was discussed in [W1].

Now we can define 4 2-dimensional convolution-decimation operators in terms of H and G, namely the

tensor products of the pair of quadrature mirror filters:

(3.5-17) FR¥HoH — Fo@y) =Y hhjo(i+2z,j+2y)
5]

(3.5-18) FEH®G,  Fo(y) =Y hgpo(i+2e,5+ 2y)
]

(3.5-19) L EGOH,  Fur,y) =Y gihjuli+ 22,5+ 2)
1,J

( 3.5-20) s EG0G, Py = gigv(i+ 22,5+ 2y)
4,J

These convolution-decimations have the following adjoints:

(13.5-21) th 2ihy—250(i,7)

( 3.5-22) Fiv(z,y) th 2i9y-250(i, )

(35-23) FQ'U Zgac 2:h y—25U 7])

(3.5-24) Fyv(z,y) = ng72igy72ju<iaj)
(2]

The orthogonality relations for this collection are as follows:

( 3.5-25) FoFy, = 6nml;

(3.5-26) [ =FjFyo Fi P\ & F;F,® F Fs.
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By a “picture” we will mean a finite sequence indexed by two coordinates S = S(z,y). It is convenient
to regard pictures as periodic in botyh z and y, though this is not absolutely necessary. For simplicity
of implementation, we shall also assume that the z-period (the “width” N, = 2"=) and the y-period (the
“height” N, = 2"v) are both positive integer powers of 2, so that we can always decimate by two and get an
integer period. The space of such pictures may be decomposed into a partially ordered set W of subspaces
W (n,m) called subbands (see below), where m > 0, and 0 < n < 4™. These are the images of orthogonal
projections composed of products of convolution-decimations. Denote the space of N, x N, pictures by
W(0,0) (it is N, x N, dimensional), and define recursively

( 3.5-27) W(dn+i,m+1) = F; F;,W(n,m) C W(0,0), for:=0,1,2,3.

The orthogonality condition on the QMFs implies that the projections from W(0,0) onto W(n,m) are
orthogonal, i.e., they conserve energy. The subspace W(n,m) is (Nz2™™) x (N,2~™)-dimensional. These
subspaces may be partially ordered by a relation which we define recursively as follows. We say W is a
precursor of W' (write W < W') if they are equal or if W/ = F*FW for a convolution-decimation F' in the
set {Fy, F, Fa, F3}. We also say that W < W if there is a finite sequence V1, ..., V; of subspaces in W such
that W <V < --« < Vg < W', This is well defined, since each application of F*F increases the index m.

Subspaces of a single precursor W € W will be called its descendents, while the first generation of
descendents will naturally be called children. By the orthogonality condition,

(3.5-28) W = F;FoW @ Ff AW @ FfF,W @ F FsW.

The right hand side contains all the children of W.

The subspaces W (n, m) are called subbands, and the transform coding method that first transforms a
signal into subband coordinates is called subband coding. If S € W(0,0) is a picture, then its orthog-
onal projection onto W (n,m) can be computed in the standard coordinates of W (n,m) by the formula
Fuy ... FimyW(0,0), where the particular filters F{1 ... F(,,) are determined uniquely by n. Therefore we
can express in standard coordinates the orthogonal projections of W (0, 0) onto the complete tree of subspaces
W by recursively convolving and decimating with the filters.

The quadrature mirror filters H and G form a partition of unity in the Fourier transform (or wavenumber)
space. The same is true for the separable filters F;. They can be described as nominally dividing the support
set of the Fourier transform S of the picture into dyadic squares. If the filters were perfectly sharp, then
this would be literally true, and the children of W would correspond to the 4 dyadic subsquares one scale
smaller. We illustrate this in the figure below.

FoW | F{W

F2W F3W

Figure 3.5-8.

Four subband descendents of a picture.

The next figure shows 2 generations of descendents, the complete decomposition of R* x R*. The subbands
are labelled by the “n” index in W (n,m). Within the dyadic squares are the n-indices of the corresponding
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subspaces at that level. If we had started with a picture of N x IN pixels, then we could repeat this
decomposition process log, (V) times.

0 1 0
2 6
0 8|9 |12]13
2 3
10|11]14 |15
level 0 level 1 level 2

Figure 3.5-9.

Two levels of subband decomposition.

All subbands together form a quadtree, in which each subspace forms a node and directed edges go from
precursors to descendents. The orthogonality relation among the subspaces implies that every connected
subtree which contains the root W (0, 0) corresponds to an orthonormal subband decomposition of the original
picture: the subbands correpond to the leaves of the subtree. Having stated this general nonsense result, let
us consider specific examples.

The subbands W (n,m) as we define them are in one-to-one correspondence with rectangular regions (in
fact squares) in wavenumber space, and the quadtree stacks these regions one on top of the other. We
can idealize various orthogonal subband bases as disjoint covers of wavenumber space. A few of these are
schematically represented below:

il il

Basis of subbands Multiresolution or Adapted subband or
at one level wavelet basis wavelet packet basis

Figure 3.5-10.

Various decompositions into subbands.

The leftmost decomposition is a subband decomposition in which we have all the subbands at a fixed
level—in this case, level 2. The subbands are labeled (0,2), (1,2), (2,2), (3,2), ..., (15,2) as in figure 3.5-9
above. The middle decomposition produces 2-dimensional “isotropic” wavelets, i.e., which have the same
scale in both the x and y directions. The subbands in this decomposition are labelled by (0,4), (1,4), (2,4),
(3.4), (1,3), (2,3), (3,3), (1,2), (2,2), (3,2), (1,1), (2,1), and (3,1).

The rightmost decomposition is an adapted subband basis such as might be discovered by minimizing
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some cost function over all subband decompositions. In that particular example, the subspaces are labelled
by (0,4), (1.4), (2,4), (3.4), (4,4), (5,4), (6,4), (7.4), (8,4), (9,4), (10,4), (11,4), (3,3), (16,4), (17,4), (18,4),
(19,4), (5,3), (6,3), (7,3), (32,4), (33,4), (34,4), (35,4), (9,3), (10,3), (11,3), (3,2), (4,2), (5,2), (24,3), (25,3),
(26,3), (27,3), (7,2), (8,2), (36,3), (37,3), (38,3), (39,3) (10,2), (11,2), (12,2), (13,2), (14,2), and (15,2). It is
similar to a subband basis which is particularly effective at representing fingerprint images.

3.5.1: Complete subband level. We can divide a picture into patches and code the spatial frequencies
of the patches by a decimation-in-space algorithm (subband coding) rather than a decimation-in-frequency
algorithm (block DCT). This is computationally equivalent, but has the advantage of using smooth basis
functions (if the filters are chosen appropriately) and also greater flexibility, since there are additional degrees
of freedom available in the choice of filters. The drawback is poorer time-frequency localization. Subband
basis functions spread out in the spatial domain in proportion to their smoothness, and they have rather
complicated Fourier transforms.

The subband correlations are computed recursively as depicted below:

Fo —>» W(O,L)
Fy : —> W(L, L)
Fo ¥ WO.1) : —> W2, 1)
: Z - —>» W@, L)
1Ly W11 > Wi L)
W(0, 0) Fo : —> W5, L)
weal) - _
F3 Fo
W(3,1) F1 .
EZ —> wl2, 1)
3 —>» w@k-1, 1)

Figure 3.5.1-11.

Recursive filtering to fixed subbands.

This method is popular largely due to its simplicity. The amplitudes within subbands correspond to equal-
sized basis functions distinguished only by their spatial frequencies. Hence variable bit-allocation is simple to
implement, using the many transform values within a subband as the random variables, and allocating bits
to a subband according to its variance. In addition, it is possible to use a simple visibility weighting formula
based on the eye’s spatial frequency response. See the quantization section below for further details. With
these additional steps, subband coding becomes quite competitive with other transform coding compression

algorithms.

3.5.2: Wawvelets, or multiresolution analysis. We can attempt pixel decorrelation by assuming that the
picture looks more or less the same at various different scales. This assumption underlies certain models of
vision (see [Marr]), and partially accounts for the natural appearance of fractal computer images. In this
case, the decorrelating transformation should do the same thing at each scale of the picture.

We can build an orthonormal basis with this property (in one dimension) by choosing a special “mother
function” ¢ = +(x) and then generating its descendents 1,y = thap(x) = 2%/2¢(2% — b), with integers a
and b. A (separable) two-dimensional wavelet basis can be built by taking products ¥, (2)1eq(y), although
recent work by several authors (for example [Cohen,Daubechies], [Madych,Grochenig], and [Strichartz]) has
produced nonseparable multidimensional wavelet bases which could also be used. It is not immediately
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obvious that a function v with the requisite properties exists. The surprising and fortunate recent discovery
of many such functions ([Daubechies], [Mallat], [Meyer| and others) also provided a fast O(NN) algorithm to
compute the associated wavelet transforms.

The wavelet basis down to level L consists of the elements spanning the subbands W(1,1), W(2,1),
W(3,1),W(1,2), W(2,2), W(3,2),... W(1,L-1),W(2,L-1), W(3,L—1), W(1,L), W(2,L), W(3, L) and
the largest-scale average W (0, L). The pixel values may be transformed into this basis via the 2-dimensional
version of the “pyramid scheme” described in [Mallat]. Graphically, this is the following:

. Fo Fo Fo Fo Fo
Averages: W(0,0) — P W(0,1) — > W(0,2) — > + + + —— > WO,L1) —> WOL)
% W(L,1) % W(1,2) % W(1,3) %W(l L)
Details: % w(2,1) % w(2,2) % w(2,3) R % w,L)
% W(3,1) % W(3,2) % W(3,3) % W(3,L)

Figure 3.5.2-12.

Two dimensional pyramid scheme.

The pyramid scheme is also called a multiresolution analysis, and has been extensively studied. It provides
an algorithm of complexity O(N) for the transformation of an N-pixel picture.

8.5.8: Custom subbands. There may be features which are most efficiently described by expansion into
certain subbands. For example, if the image contains textures of a particular size and frequency, then we will
find large values in the corresponding subband. This is true for example in fingerprint image compression,
where both the large-scale texture of the ridges and the fine-scale texture of the pores contribute large values.
The first are not so important for identification since ridges can be easily deformed, while the latter must be
preserved very accurately since pore shapes and distributions often provide strong clues for identification.
In that case, we can choose to include both the ridge and pore subbands in our transform, de-emphasize the
values of the first and amplify the values in the second.

3.6: Adapted subband coding.

Wavelets decorrelate pictures which are close to self-similar. Other subband bases decorrelate pictures
composed of overlapping textures on different scales. Some combination is needed for pictures which are
close to self-similar but contain embedded patches of textures of various sizes, but it is not clear that any
fixed choice of subbands will contain suitable templates. But it is possible to use a library of bases of wavelet
packets (this name is from [CMQW]), which are efficiently encoded superpositions of wavelets. These adapted
subband bases come with a natural quad-tree organization and some remarkable orthogonality properties.
It is possible to introduce a cost function and pick a “best” wavelet packet basis for one or many pictures.
This basis and the resulting decorrelated pixel valuess can then be compactly coded, but also the analysis
performed during the choice of representation provides some information about the picture and could be
useful for feature recognition.

3.6.1: Adapted subbands or wavelet packets. As mentioned in an earlier paper [CMQW], we can build
a large library of adapted subband bases by retaining all amplitudes in the quadtree. The amplitudes
produced at each stage are correlations of the signal with compactly-supported oscillatory functions called
wavelet packets. From the tree W of subspaces we may choose a basis subset, defined as a collection of
mutually orthogonal subspaces W € W, or lists of pairs (n,m), which together span the root. Basis subsets
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are in one-to-one correspondence with dyadic decompositions of the unit square. Classical subband coding
takes amplitudes from a fixed set of subbands, usually from a single level of the quadtree. Wavelet transform
coding also extracts amplitudes from a fixed collection of blocks, the octave subbands.

Even for a small tree, the library of wavelet packet bases is very large:

Proposition. The number of wavelet packet basis subsets for N-pixel pictures is greater than 2N. The
number of operations needed to compute all the transformed pixel values in all these basis subsets, however,
is no more than N log,(N).

Proof. A decomposition to level n is only possible for a picture of size at least N = 4™ pixels, and in such a
tree there can therefore be at most N log,(N)) transformed pixel values. Let A,, be the number of bases in
the library corresponding to a tree of 1 +n levels, namely levels 0, ..., n. Then Ag = 1, and we can calculate
Api1 =1+ A}

», namely the root and combinations of the 4 children, which are independent subtrees with

A,, bases each. Simplifying this by discarding the 1 gives the estimate 4,1 >2*" =2V forn > 1. 0O

3.6.2: The best-basis algorithm. To each subspace W € W we may assign an information cost Hy . The
quantity Hy (S) measures the expense of including W in the decomposition used to represent the picture S.
Define the best basis for representing S (with respect to Hy) to be the basis subset By which minimizes
(13.6.2-29) > Hw(S)

WeB
over all basis subsets B C W.

Some examples of information cost functions are listed in [CW]. The simplest is the number of elements
above a predetermined threshold e, namely Hy (S) = #{z € Sw : || > €}, where Sy is the sequence of
the pixel values of S as transformed into the standard basis of W. This sequence is Fj  ...F; S, where
W = F; F; ... F;F;,W(0,0). The following algorithm finds the basis subset with the fewest amplitudes
above the threshold.

Set a predetermined deepest level L. Label as “kept” each subspace at level L, i.e., the subspaces indexed
by (n,L) for 0 < n < 4%, Next, set the level index m to L — 1. Compare the information cost of the
subspace W (n, m) with the sum of the information costs of its children W (4n,m + 1), W(4n + 1,m + 1),
W(4dn + 2,m + 1), and W(4n + 3,m + 1). If the parent is less than or equal to the sum of the children,
then mark the parent as “kept.” This means that by choosing the parent rather than the children, we will
have fewer amplitudes above the threshold in the representation of S. On the other hand, if the sum of the
children is less than the parent, leave the parent unmarked but attribute to her the sum of the children’s
information costs. By passing this along, prior generations will always have their information costs compared
to the least costly collection of descendents.

After all the subspaces at level m = L —1 have been compared to their children, decrement the level index
and continue the comparison. At each level, we are comparing the information cost of a node to the sum
of the lowest information costs obtainable by any decompositions of its 4 children. We can proceed in this
way until we have compared the root W(0,0) to its 4 children. We claim that the topmost “kept” nodes in
depth-first order constitute a best basis. L.e., the collection of “kept” nodes W with no “kept” precursors is
a basis subset which minimizes information cost. But this is easily proved by induction on the level index
(see [CW] for the details).

If we think of the amplitudes below € as negligible, we now have a basis in which the fewest amplitudes
are non-negligible. This cost accounting requres deciding in advance what negligible means, which in some
applications may not be feasible. The decision may be postponed by using a different measure of the
concentration of energy into the amplitudes. For example, there is an additive analog of Shannon entropy,
namely,

(3.6.2-30) Hw(S)=— Y 2”loga?,

xESw



HIGH-RESOLUTION STILL PICTURE COMPRESSION 15

with Sy as above. This is related to the classical measure of the concentration of a probability distribution
function which we discussed in an earlier section.

3.7: Functions underlying the transforms.

Each of the transform methods correlates a picture with some underlying functions or “templates” and
then stores the correlations. For JPEG, the templates are products of sampled cosine functions restricted to
square blocks:

Figure 3.7-13.
Density plots of fixed-block and adapted-block DCT functions.

For LCT, the underlying functions are “smeared out,” without the sharp edges of the DCT functions:

Figure 3.7-14.
Density plots of fixed-block and adapted-block LCT functions.

Two-dimensional wavelets and wavelet packets superpose in a different manner; wavelet packets of different

scales can overlap in any manner, so long as their frequencies are distinct:
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Figure 3.7-15.

Density plots of one wavelet and a superposition of three wavelets.

Wavelet packets, on the other hand, are superpositions of wavelets which are arranged so that they are
efficient to describe. In particular, they correlate better with textures:

Figure 3.7-16.

Density plots of one wavelet packet and a superposition of three.

4: QUANTIZATION OF TRANSFORMED AMPLITUDES

The transformed pixel values are real numbers which must be approximated in a (small) finite alphabet,
or quantized, before they can be transmitted. All of the distortion from a lossy transform coding scheme is
introduced at this step. The range of transformed values is divided up into numbered subintervals or bins.
Any pixel value falling into a bin is approximated by the bin’s index, as in the figure below:
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Figure 4-17.

Quantization into 16 equal-size bins.

In practice, the bin around 0 is often taken to be twice as wide as the other bins, and quantization is
performed by scaling and truncation to the integer nearest to 0. The resulting integers are then biased into
the range [0, 1,...,b— 1], where b is the number of bins.

Quantization is undone by replacing the bin index with the value at the center of the bin. When the
transformed pixel values will always have the same sign, or when 0 plays no special role, then quantization
is done by dividing the full range between the maximum and minimum values into b bins. When the
transformed pixel values can be both positive and negative and 0 is an important value, then it is vital that
the bin around 0 be centered exactly at 0. Otherwise, the one-sided bias introduced by many values close
to but not exactly equal to 0 will appear as artifacts in the reconstructed image.

The quantization error is the difference between the actual sequence of values and the sequence of bin
center values, measured in some norm like mean-square-error or maximum absolute error. It is possible
to vary the width of the bins, so that the more popular values (where the PDF is larger) are quantized
more finely, into narrower bins. The distortion-minimizing choice of bin widths given a fixed number of bins
can be found using the Lloyd-Max algorithm (see [Jayant,Noll]). This has the effect of reparametrizing the
rate-distortion curve for the signal, but not improving the compression rate for a given degree of distortion.
We can easily allow variable numbers of equal-sized bins, to adjust the compression rate.

4.1: Uniform quantization. In this method we use a single set of bins for all the transformed pixel values.
This method is used when we have no a priori knowledge of the importance or relative visibility of a basis
element.

4.2: Visibility quantization. In this method we use a model of the relative importance of a transformed
pixel value to choose a weighting coefficient. The value is multiplied by this weight prior to quantization. It
is known that the human eye is less sensitive to errors at certain spatial frequencies. When it is possible to
determine the spatial frequency of the part of an image which will be reconstructed from an amplitude, this
fact may be used to reduce the perceived distortion at a given level of compression.

4.3: Bit allocation. When transformed pixel values can be grouped, for example by subband, then we
can allocate bits to the groups in a nonuniform manner to minimize the quantization error. The optimal
allocation for a fixed number of subbands assigns bits in proportion to the variance within a subband (see
[Jayant,Noll]). Another way to put this is, if ¢; is the number of quantization bins to be assigned to subband
W;, then we should have ¢;/o(W;) =constant for all i, where the constant depends upon the total variance
of all the transformed pixel values as well as on the total number of bits we can afford to transmit or store.
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Great competitive advantage may be gained from intelligent bit-allocation schemes, perhaps in combina-
tion with visibility weighted quantization based on acurate models of the kind of images to be transmitted.
Such schemes are valuable property, and jealously guarded secrets in the industry.

5: REMOVING REDUNDANCY OR ENTROPY CODING

Digitally coded data can often be reversibly transformed into a more efficient form, requiring fewer bits
to store than its original representation. We shall refer to such an invertible transform as “lossless coding”
because all the information in the original bits can be recovered. This is the only acceptable way to compress
certain kinds of data sets such as compiled computer programs and data archives. Such methods have great
practical significance and have been extensively studied.

It is a classical fact (see, for example, [Shannon,Weaver|) that there is a limiting rate of (lossless) com-
pression achievable by such an alphabet substitution. Suppose we have an arbitrarily long message M =
(M(1), M(2),M(3),...) composed in an alphabet with finitely many letters: M(j) € a = {a1,a2,...,a,}
for all j =1,2,.... Coding these letters in the obvious manner requires log,(n) bits per letter, and so the
first L letters of the message will require Llog,(n) bits to transmit. Let B(a, L) denote the number of bits
required to transmit the first L letters M(1)... M (L) using alphabet a; then we see that

(530 d =7

Shannon’s theorem asserts that there is a nonnegative number H, the entropy of the probability distribution
of the original alphabet, such that any new alphabet {b;}?_; of variable-length characters satisfies:

(5-32) H < lim %L)

L—oo

and that for every € > 0 there in fact exists a particular alphabet b€ which satisfies

B(b, L
( 5-33) Llim LEIGIED) < H+e
Suppose that the original signal is written using the letters a, as, ..., ay, each occurring with probability
1 <ji<L,M(j)=a;
(5.34) Plag) = ps = lim 2 LST S L MG) = o}
L—oo L
Then the entropy of the message is H = — Y " | p;log,(p;), and it is not too hard to show (as in [Ash],
Theorem 1.4.2, p.17) that
( 5-35) 0 < H <logy(n).

The left equality (best compression) holds if and only if the original message consists of a single letter of the
alphabet repeated forever. The right equality (no compression) holds if and only if the original letters a; are
equally probable.

Several algorithms exist to construct the good alphabets, of which the earliest is probably static Huffman
coding [Huffman]. In practice the probabilities p; are determined empirically as the message is being sent, so
there are refinements such as dynamic Huffman coding [Storer, p.40], arithmetic or Q-coding [Storer, p.47],
data dictionary methods, and so on.

We can refine the application of Shannon’s theorem by taking different lengths n for the initial alphabet.
For example, it is natural to consider 8-bit characters (n = 256) for binary data emitted by a typical
computer. Nevertheless, it may be that for a certain class of signals (such as Kanji text, which uses more
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than 8 bits per character), the entropy of the alphabet consisting of 2-letter pairs is lower than the entropy of
the original single letters. This idea may be extended to k-letter pairs, with the caveat that building the code
grows in complexity exponentially with the number of bits. Hence there are some compromise algorithms
which search a small range of alphabet lengths. Some of these, like Unix™ ‘compress(1)’ which is based on
the Lempel-Ziv algorithm, are remarkably effective as well as quite fast [Ziv,Lempel77], [Ziv,Lempel78].

Shannon’s theorem must be applied carefully, since in practice there are no infinite signals. The infinite-
length signal assumption allows us to ignore the the fixed overhead of transmitting the new alphabet to
the receiver. In practice, there must always be agreement between transmitter and receiver on both the
original and the minimal alphabets, which must be established before any communication occurs. Lossless
redundancy removers must always account this overhead. Indeed, if the alphabet were taken to be huge
(i.e., large enough so that a particular finite signal consisted of only one “letter”), then the entropy of the
message would be 0 and no bits would be required to transmit it. In that case, the receiver must know the
original alphabet and also the minimal alphabet, which is equivalent to assuming that the receiver already
knows the message, having received it as part of the overhead.

6: IMAGE COMPRESSION ALGORITHMS

6.1: JPEG.

The figure below describes, in block diagram form, the Joint Photographic Experts Group (JPEG) picture
compression algorithm.

Discrete Visibility Remove
Scanned 8x8 Cosine Quantize redundancy Stora
) i ge
Image Blocks Transform Weighting > (Huffman or
(DCT-I) Q-coding)

Figure 6.1-18.

JPEG visibility-weighted transform coding.

It specializes the generic transform coder by first cutting up the picture into independent 8 x 8 blocks,
and also by multiplying the transformed pixel values by “visibility weights” determined from psychovisual
measurements. Small sub-blocks are needed to limit the complexity of the algorithm. A striking visual
justification for the weighting can be found in [DeVore,Jawerth,Lucier], p.734.

There are two main difficulties with JPEG. First, the algorithm cannot take advantage of large-scale
correlations among pixels, such as those caused by regular textures covering large areas. This limitation is
imposed by the choice of an 8 x 8 block size, and in some cases is overcome by using a larger block size.
It is known, for example, that 16 x 16 or even 32 x 32 block sizes give better compression ratios for the
same distortion when the images are high resolution fingerprint images. Second, the artifacts introduced by
JPEG losses severely affect those image processing algorithms which detect and treat sharp edges. Namely,
small pixels errors introduced along the sharp boundaries between blocks appear to be false edges because
they line up. This artifact is called “blockiness” when it becomes noticeable to the eye at high compression
rates, and is mitigated by over-quantizing the (0, 0)-frequency or “DC” component of the transformed pixel
values. The JPEG standard allows for proprietary algorithms to be used for visibility weighting, and various
implementations use this flexibility to gain considerable reduction in visible distortion at fixed compression
ratios.
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The definitive description of the JPEG standard may be found in [JPEG1] and [JPEG2]. A more expos-
itory description which includes more details than this article may be found in [Wallace].

6.2: LCT or LOT.

The specialization of this method from the generic transform coder is depicted in the figure below:
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Figure 6.2-19.

Block LCT transform coding with frequency weighting.

The main difference (the use of smooth blocks) is noted by the shaded block. As with JPEG, we can
take advantage of the varying frequency response of the eye and use frequency weighting of the transformed
amplitudes to reduce perceived distortion at a given compression rate.

6.3: Orthogonal wavelets.

The special features which set the wavelet transform apart from the generic transform coder are depicted
in the figure below:
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Figure 6.3-20.

Wavelet transform signal compression.

One of the image compression algorithms available on a VLSI microprocessor (for example from Aware,
Inc. in Cambridge, Mass.) follows the above scheme, using short QMF's, a small number of decomposition
levels, fixed-point arithmetic, variable bit-allocation, and arithmetic coding. The operations are optimized
for speed, to make the implementation useful for motion-picture image compression.

Another algorithm is described in [Antonioni,Barlaud,Mathieu,Daubechies]. It uses short QMF wavelet

transformation, followed by vector quantization of the triples of corresponding-position values from subbands
W(l,k), W(2,k), and W(3, k) for each level k.
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6.4: Custom wavelet packets.

We can choose some other basis subset of subbands, rather than the one giving the wavelet basis. That will
require refiltering the “detail” values, so the pyramid scheme is not enough. Schematically, this compression
algorithm uses a subband selection criterion:
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! Quantize
image

Details

2V

Wavelet packet transform

Figure 6.4-21.

Signal compression with custom wavelet packets.

The proposed FBI-Yale fingerprint image compression algorithm [Hopper] uses just such a custom selection
of subbands, discovered by experiments with the best-basis method, and trials involving amplifying or
attenuating the various subbands. Values from the custom subbands are weighted by visibility, then scaled
and truncated to integers, with the integers passed to Lempel-Ziv or Huffman coding compression. Another
feature of the FBI-Yale algorithm is its use of biorthogonal QMFs (see [Cohen]). These can be linear in
phase so their underlying wavelet functions are reflection-symmetric, unlike the orthogonal wavelets which
will always make an artificial distinction between left and right. Biorthogonal wavelets do not decorrelate the
signal as well as orthogonal wavelets, but the difference appears to be of minor importance in practice. As
can be seen from Figures 3.5-6 and 3.5-7 above, the orthogonal “C 30” wavelets are quite close to reflection
symmetric; conversely, some of the symmetric biorthogonal wavelets are quite close to orthogonal.

6.5: Best-basis of wavelet packets.

We can also store all the amplitudes in the complete quadtree subband expansion, and then search for the
most efficient representation by the “best-basis” algorithm. The stream of amplitudes thus produced can be
quantized and coded as before. Schematically, this compression algorithm is depicted below:
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Figure 6.5-22.

Wavelet packet (best-basis) signal compression.

The transformation from a picture to its best-basis representation is nonlinear. Since the “best” basis
choice depends upon the picture, it must also be encoded together with the transformed pixel values. Unlike
those values, the basis description must be coded without any losses. After the lossless coding of the nonlinear
information, the new pixel values are an orthogonal linear trasnformation of the original pixels. The whole
process therefore has condition number 1.

The greater the number of bases in the library, the more side information must be transmitted to describe
which one was selected. In [Ramchandran,Vetterlil], for example, only subbands close to the wavelet sub-
bands are included in the best-basis search. In other schemes, the number of decomposition levels is kept
small but all bases within that collection of levels are considered.

There are at least two ways to include the basis information. Best-basis amplitudes may be individually
tagged with their coordinates in the best-basis tree. Unless the number of transformed pixel values is
very small, or the precision very high, tagging large amplitudes will not be the most efficient compression
method. Alternatively, we may agree upon an ordering of the amplitudes and a regular scheme for describing
the basis. We will include some side information which describes the chosen basis, and we shall then write
all the (quantized) amplitudes from that basis out into a stream for entropy coding. We obtain compression
because the quantized stream of transformed pixels has a lower entropy that the original stream of pixels.
There are various orderings one could choose; which one is most efficient depends upon the constraints in
the basis search. This method is essential for a competitive picture compression algorithm.

Imagine L + 1 arrays of N x N numbers. The first array represents the original signal, which we may call
7. The second is a concatenation of the 4 subspaces obtained via separable filter convolution-decimation,
i.e., the spaces Fo(X)Fo(Y)Z, F1(X)Fo(Y)Z, Fo(X)F1(Y)Z, and Fi(X)F1(Y)Z. Array m represents the
concatenations of the 4 subspaces that make up level m of the wavelet packet decomposition. Of course,
we must have 0 < m < L < logy(N). To understand the quadtree coding schemes described below, it is
helpful to visualize these arrays stacked one atop the other, as in the figure below:



HIGH-RESOLUTION STILL PICTURE COMPRESSION 23

Figure 6.5-23.

Two-dimensional wavelet packet quadtree.

A basis subset of the subbands has the the property that if one element of a subbands is in the basis, then
that whole subband is in the basis. Also, if a subspace is in the basis, then none of its descendent or ancestor
subbands are in the basis. Such a subset can be identified with a cover by dyadic subarrays. Looking down
through the stack of arrays in Figure 6.5-23, this cover gives a tiling of the original N x N array by square
subarrays of size 27™N x 27N, where m is the level from which that particular subspace was chosen.

6.5.1: Tag the large values. Suppose that B is a best-basis subset of W, chosen by counting amplitudes
above a predetermined threshold. We may then extract just these non-negligible amplitudes and transmit
them, together with their locations in the tree. This number of amplitudes is no greater than the number
of pixels, since it is chosen after comparison with the original basis, among others. Define the compression
ratio in this case to be the ratio of the number of retained amplitudes to the number of original pixels. With
thresholding to € and counting, the compression ratio measures how well a library represents a picture S at
a fixed precision e.

In practice it is sometimes necessary to fix the compression ratio, for example due to bandwidth limitations.
In that case we may use the entropy cost function to obtain the most concentrated representation, and then
take only as many of the largest amplitudes as we can afford. This may be accomplished by first sorting
into decreasing order by absolute value, then reading off the desired number of amplitudes. Alternatively,
since we know in advance how many amplitudes we can use, it may be more efficient to bubble up the top
few amplitudes and discard the rest of the array. The second method is better if the number of retained
amplitudes is less than log,(N), where N is the number of pixels.

Together with the transformed pixel value we must include the extra information describing which basis
was used, and we must somehow indicate which basis vector each quantized value represents. Suppose the
quadtree begins with an N x N signal and decomposes it down to level L, where L < log,(NN). Then there
are LN? wavelet packet amplitudes, and it takes log,(LN?) bits to encode each individual one. This method
is used and documented in the wavelet packet software programs available by anonymous ftp from the Yale
Mathematics Department [pascal].

The overhead of this method is a constant number of bits per retained value. This technique is used in
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numerical analysis, where the “picture” might be a matrix and the pixels are double-precision floating point
values. Then we will retain the nonnegligible values to full precision and ignore the rest. We win because
we have reduced the number of parameters in the problem, and thus the complexity of the calculation.

6.5.2: Coding the complete basis. In this scheme, we use two arrays to describe the transformation, a
levels list and an amplitudes list. The subspaces in the best basis are encountered in depth-first order as
they are selected, and this order can be used to code the quadtree. The side information consists of an
array of integers which describe at which level the next subband in the best basis resides. The subbands
themselves are traversed in depth-first order, and the level of the next subband is determined by a very short
integer of at most log,(L) bits (for an L-level decomposition). Some extra economy is possible, since the
presence in the best basis of a node at level m sometimes implies that the following nodes can only be in
levels m, ..., L. The extreme case, for example, is that each first occurence in the levels list of a subspace
at the deepest level L implies that all of its siblings are also in the best basis. Hence whenever the deepest
level appears, it is not necessary to follow it with 3 “L” symbols. Further, the only levels list which contains
a marker for level 0 is the list {0}, which implies that the root of the tree, or the original signal, is the best
representation. That unique situation can be encoded with a single bit, and we can use the value 0 instead
of L to represent the deepest level, thus using only the range 0,1,...,L — 1 in the coding of the tree. It
then becomes convenient to reverse the meaning of “level” so that it describes distance from the bottom
level 0. The original signal will now be labeled with L, the first decomposition level L — 1, and so on. This
side information costs at most 4°—! logy L bits, or 41 log, L/N? bits per pixel. The worst cases occur
when every subspace at the deepest level is chosen and the levels list is {0,0,...,0} (4“7 0’s), or when the
next-to-deepest level is chosen and the levels list is {1,...,1} (4¥~! 1’s). The side information will also be
compressed losslessly as part of the compression algorithm, and because of the redundancy in both of these
cases the lossless compression will be extremely efficient.

Let us consider an example. Suppose that the picture consists of a single wavelet packet from subband
W (5,3) (i.e., frequency 5 and level 3). The best basis algorithm would have a choice of decompositions since
many comparisons of children and parents would show equal information costs. If we use the convention
that levels closer to the root (i.e., parents) are preferable, then the canonical best-basis decomposition of
this picture includes the following collection of subbands:

(4.9)(53) 3] 3 2|3
0.2 2 1
(6.3)(7.3) 313 4| 5
@y 1 8
@) | 62 2 2 6 7
21 (3.1) 1 1 9 10
Subband index: Decomposition level Depth-first search
(frequency, level) of each subband encounter order

Figure 6.5.2-24.

Various descriptions of the subbands in the best basis.

Then the depth-first-search encounter order levels list would be {2,3,3,3,3,2,2,1,1,1}. If the maxi-
mum level were declared to be 3, we could economize in the conventional manner above and write this as

{1,0,1,1,2,2,2}.
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Suppose also that the dimensions of the picture are 16 x 16. At level 3 each subband has 2 x 2 amplitudes,
at positions (kg, ky) € {(0,0),(1,0),(0,1),(1,1)}; let us suppose that the wavelet packet in our picture has
amplitude 1 at position (0,0). We can write the amplitudes list in any predefined manner, but it is convenient
and conventional to dump the amplitudes from each subspace as it is encountered in depth-first order. This
approach, in the example case, produces a stream of small square arrays, each transmitted as lists of rows:

(0,2) (4,3) (5,3) (6,3) (7,3) (2,2) (3,2) (1,1) 2,1) 3,1
0000 00 10 00 00 0000 0000 00000000 00000000 00000000
0000 00 00 00O 00 0000 0000 00000000 00000000 00000000
0000 0000 0000 00000000 00000000 00000000
0000 0000 0000 00000000 00000000 00000000
00000000 00000000 00000000
00000000 00000000 00000000
00000000 00000000 00000000
00000000 00000000 00000000

The various subbands present in the best-basis of wavelet packets provide a segmentation of the picture
in the time-frequency domain. Some selection criterion can be applied to preselect (in a crude manner) a
desired feature of the signal, such as a given texture or a feature at a selected scale. Then the amplitudes
within the subband can be used as a signature of the selected feature, while the positions of large amplitudes
can be used to more precisely locate the feature. In the example above, we could track down the position
of a (5,3) wavelet packet in a noisy signal by finding the largest amplitude in the (5,3) subband. Features
characterized by linear compinations of wavelet packets can likewise be detected. Since wavelet packets form
a basis this idea privides a general feature-detection algorithm. Of course, its effectiveness depends upon
the simplicity of the wavelet packet description of the desired feature.

6.6: Adapted LCT and DCT.
It is possible to apply the best-basis algorithm to the library of bases obtained from block DCT or LCT
transforms with varying block sizes. The algorithms are depicted schematically below:

Cdbest Encode
ind bes :
- basis bhas.ls > Combine -
Divide choice data
into
streams
Spanned (smooth) DCT M and Storage
image BxB (l'or IV)
block e Quant remove
ocks m uanuze redundanc
o X transform [ Y -
r values
y

Adapted block discrete/local
cosine transform

Figure 6.6-25.

Adapted block local cosine transform signal compression.

The structure of the subspaces in each decomposition is also a quadtree, only the descendents are produced
by recursive subdivision into subblocks rather than recursive filtering and decimation. Each subblock contains
all the frequencies up to the maximum possible with its number of samples, and each block is the direct sum
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of its four children. Because the subspaces (now subblocks) have the same quadtree structure as subbands
of a wavelet packet basis, the same basis-coding convention may be applied.

In the adapted DCT case (ADCT), the blocks account for independent regions of the original picture, with
the usual sharp boundaries and attendant blocking artifacts. In the adapted LCT case (ALCT), adjacent
blocks are smeared together. In both cases, the best-basis algorithm chooses a particular segmentation of
the picture into blocks. This choice conveys information about the contents of the picture; the spectrum of
a chosen block can then be used to identify what is present in that part of the picture.

A decomposition down to a deep level, where the subblocks are very small, results in rather sharp bells
in the ALCT algorithm. This can be avoided by using “multiple folding,” an alternative to ALCT which
preserves the product of window width and window steepness. The cost is poorer spatial localization for a
given block size. This algorithm is described in detail in [Fang,Seré].

6.7: Other methods.

One may also consider the correlation of a picture with the complete set of tensor products of wavelet
packets. These form a larger nonhomogeneous tree of subspaces which must be labelled with an z-scale and
y-scale, rather than with a single scale as above. There is a more general notion of admissible subset, and
a best-basis search algorithm to find extrema. This basis will produce higher compression ratios at a given
threshold, at a cost of greater computational complexity and increased overhead describing the basis. The

practical disadvantages rule out this generalization for image compression; further details may be found in
[INRIA].

7: COMPARISONS

The compression algorithms described above may be compared for: their effectiveness as measured by
rate-distorion curves; the usefulness of the transformed pixel values as input to various transformations; the
types of artifacts which appear when they are pushed to the point of visible distortion; and the complexity of
computing the transforms. In addition, we would like to have an inherent measure of the “compressibility”
of an image for use in practice; can we apply such a measure algorithmically or will it always be necessary
to involve humans in judging acceptable distortion?

7.1: Transforming compressed pictures.

Wavelet packets contain a mixture of spatial and spectral information, as do wavelets, DCT and LCT
values. A list of the most energetic subspaces used in a compressed picture conveys a signature for the
picture. Certain operators are very efficiently represented by their action on the wavelet packet amplitudes.
Some examples include spatial filtering and local image enhancement [INRIA], edge and texture detection
[Hwang,Mallat], principal orthogonal factor classification [W2], and local rescaling.

For purposes of explanation we will assume that the picture is a function of 2 real variables supported
in the region [0,1] x [0,1], with a resolution of 2=%. Let (n,m,k) be the index of an amplitude in the
complete wavelet packet expansion of a picture S. Here m = 0,1,..., L. We may divide 0 < n < 4™ into
ng and n, by taking the odd and even bits in its binary expansion, respectively. These are then arranged
in “sequency” order (by Gray-encoding; see [INRIA]) and then will approximately correspond to x and y
frequencies. Likewise, k may be divided into its  and y components k;, and k,. Then the transforms
described above may be defined by their action on the amplitudes ¢ = ¢(n,m, k). Since the functions
underlying the wavelet packet transform are smooth, small errors in the transformed amplitudes ¢ appear as
smoothly varying deviations, i.e., low-contrast distortion. This is a desirable property for transformations
that might be coupled, for example, with edge detection algorithms or other procedures which are sensitive
to abrupt changes or large derivatives.

For some examples of one-dimensional signal processing algorithms which are defined by their actions on
wavelet packet and local cosine coefficients, see [INRIA] or [CMW].
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7.1.1: Spatial filtering. To remove (or attenuate) high frequency components in a particular direction
o = tan ¥, simply discard any amplitude for which |a — tan Z—y| < e with ny > C, ny > C, where the cutoff
frequency C' and the directionality e are parameters of the filter.

7.1.2: Local image enhancement. To remove high frequency noise from a particular region of the picture,
employ spatial filtering as described above, but only on those amplitudes for which 2™ is less than the
diameter of the region, and for which 2™ (k,, k,) is a point in the region.

7.1.3: FEdge detection. Suppose we wish to find an edge of scale mg in a picture of resolution L, for
example a white region which darkens to black in a distance 2™°~L. Such an edge will contribute large
amplitudes to scales 1,2,...,mg at high frequencies. We may graph it by selecting only thise amplitudes
¢(n,m, k) above a (large) threshold, with m < mg and n greater than an appropriate monotone function of
m, and then plot points at 2™ (ky, k).

7.1.4: Texture detection. Textures may be characterized by linear dependencies among wavelet packet am-
plitudes at nearby translations. Suppose for example that we wish to detect a texture in which ¢(ng, mo, k+
1) = —c¢(ng, mo, k+ 1) for all k in some region. An operator which added an amplitude at k to its neighbor
at k + 1 would have 0’s in its range at k, indicating where that texture was located.

7.1.5: Local rescaling. We simply replace ¢(n,m, k) with ¢(n’,m’, k") for a restricted range of k’s. The
map n — n/, etc., is determined by the rescaling. For example, if n’ = 2n and m’ = m + 1, then we will
increase the magnification of the picture locally with little change in the frequency content.

7.2: Theoretical dimension and expected compression.

Roughly speaking, entropy measures the logarithm of the number of meaningful amplitudes in the signal.
The lower is this quantity, the better the compression for a given level of distortion. Some experimental
results [Devore,Jawerth,Lucier] suggest that for pictures, there is a strong correlation between the rate of
decrease of transformed pixel values and the entropy of the PDF of the values. This relationship depends
upon the pictures having a definite degree of smoothness (technically, sampled functions from a smooth
Besov space).

Define the theoretical dimension d(x) of a sequence = = {z;}}¥, to be the exponential of its entropy:

N 2 T 2
( 7.2-36) d(w) = exp l 2 |||:;i|||2 togs (W)} ’

where ||z||2 = YN | |52 This quantity always lies between 1 and k if there are no more than k nonzero
values z;. It can serve as a measure of the compressibility of picture after transform coding. The higher the
theoretical dimension d(z) of the transformed pixel values x, the more quantization bins should be used and
the lower the expected compression for a given distortion level.

7.3: Operation counts.

7.8.1:  Transformation coomplexity. The complexity of JPEG is the complexity of the 2-dimensional
factored DCT restricted to 8 x 8 blocks, multiplied by the number of such blocks in the picture. Restriction
makes it an O(N) algorithm, since the Huffman coding is O(N). The constant is rather small, around 10 or
S0.

LCT adds one step which costs N operations in each dimension, so the complexity is the same O(N) as
for JPEG with a constant of 12 or so.

Adapted-block DCT and LCT require computing up to log,(N) different block DCT/LCTs, with block
sizes from 8 x 8 to v/N. This makes the complexity O(N[log,(N)]?) with constants around 3. This can be
controlled by limiting the range of block sizes.
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Orthogonal wavelet transformation has complexity O(N), with the constant controlled by the length of
the QMF's. Really long QMF's can be factored and then the constant is controlled by the logarithm of QMF
length, but such filters are more useful in acoustic signal compression than image compression. Typical
constants are around 10.

Adapted wavelet packet algorithms are more expensive. Suppose that S is an N-element picture. The
convolution-decimations to generate the tree of amplitudes require O(N log,(NN)) operations. The informa-
tion cost calculation has complexity O(N log,(NN)). Labeling “kept” subspaces is equivalent to a breadth-first
search through the tree, which has complexity O(N). Locating topmost “kept” subspaces is equivalent to a
depth-first search, with complexity O(N), and filling an output register with amplitudes from the best basis
takes an additional O(N) operations.

Reconstruction from the retained amplitudes has no more than the same complexity as generating all the
amplitudes, since the transformations are orthogonal and have the same complexity as their adjoints

In the adapted transforms we must in general reproduce the entire tree to reconstruct the signal, so the
reconstruction complexity is of the order as the compression complexity. The constant is smaller, though,
because on average the chosen basis resides in a strictly smaller subtree, and because no additional steps
such as searching for a best basis are needed during reconstruction.

7.83.2: Quantization complexity. We can perform a fast sort to determine the largest amplitudes in the
output register: this has complexity O(N log,(NN)). The alternative, extracting the top ¢ amplitudes, requires
O(tN) operations. We choose the more efficient method: in either case the total complexity of this step is
O(N logy(N)).

On the other hand, if we choose to quantize all amplitudes to some fixed precision, it is clear that we need
O(N) operations to replace each amplitude with is bin number.

7.3.3: Entropy coding complexity. If we choose to transmit all the quantized amplitudes, then we need
to employ a standard entropy coding algorithm to gain compression. Those algorithms we have mentioned
(arithmetic, Huffman, and Lempel-Ziv) all have complexity O(N), which is dominated by other steps in the
algorithm.

8: EXPERIMENTAL COMPARISONS

To put the algorithms into perspective, we have prepared compressions of three images: an artificial still
life generated by the ray tracing program “rayshade” written by Craig Kolb; a fingerprint digitized to 500
dpi at 8 bits grayscale, and a fingerprint digitized to 900 dpi at 8 bits grayscale provided by Tom Hopper.
The fingerprints can be called high resolution images; the smaller one is sampled to the draft FBI standard
[Hopper], while the larger is sampled to a higher standard used for early evaluation. The first image is
sampled much more coarsely but still contains a great deal of information at all scales.

The reproductions below are provided to indicate what the images look like, not for any kind of distortion
analysis. The raw data files are available from the author by request.
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A Ray-traced image, B Fingerprint image at 500 dpi, C Fingerprint image at 900 dpi,
256 x 256 x 8bpp 512 x 512 x 8bpp 1024 x 1024 x 8bpp

Figure 8-26.

Three gray-scale test images.

We will compare the rate-distortion curves for 4 transforms described above: JPEG, LCT, orthogonal

wavelets, and best-basis of wavelet packets.

8.1: Implementation parameters. The JPEG implementation uses the following luminance visibility

matrix, which was provided by Dan Fuhrmann and Arun Kumar:

16 11 10 16 24 40 51 61
12 12 14 19 26 58 60 55
14 13 16 24 40 57 69 56
14 17 22 29 51 87 80 62
18 22 37 56 68 109 103 77
24 35 55 64 81 104 113 92
49 64 78 87 103 121 120 101
72 92 95 98 112 100 103 99

(8.1-37)

The z-frequencies increase from left to right, and the y-frequencies increase from top to bottom, just as
indices in a matrix. What is displayed are the reciprocals of the weights, that is, the algorithm specifies that
corresponding amplitudes in each 8 x 8 block be divided by the numbers above before uniform quantization.
In fact the weights are scaled so that weighted quantization can be implemented by division and truncation
to the nearest integer.

The LCT implementation uses 8 x 8 blocks as well, and the bell function is the one given by Eq.(3.3-3)
above. It also uses the frequency weighting matrix in Eq.(8.1-37).
The orthogonal wavelet and wavelet packet transforms were computed using the periodized “C 6”7 QMFs,

whose nonzero coefficients are given below:

0.038580777747836749,
—0.126969125396205200,

ho= g

hi = —g4
hy = g3 = —0.077161555495773498,
hs = —go = —0.607491641385684120,
hy = g1 = 0.745687558934434280,
h = —go = 0.226584265197068560,

(8.1-38)
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All pictures were decomposed only to level 8. Amplitudes were quantized uniformly. In the best-basis case,
the information cost function was H(z) = — ), z2log(z2). The 46 subspaces chosen for image “A” by the
best-basis algorithm are as follows: {0, 0, 0, 0, 1, 0, 0, 0, 0, 0, 0,0,0,2,2,0,0,0,0,0,0,0,0,0, 0,0, 0, 0, 0,
0,0,3,3,3,4,4,4,5,5,5,6,6,6, 7,7, 7}. There were 22,513 subbands in the best-basis chosen for image
“B,” contributing 7006 bytes or 0.026 bits per pixel (packed, but not entropy coded) of overhead on top of
the storage requirements for the quantized amplitudes. There were 9349 subbands in the best-basis chosen
for image “C,” contributing 2995 bytes or 0.0028 bits per pixel (again, packed but not entropy coded) of
overhead. Since the wavelet basis for all the images would contain only 25 subbands, it is clear that the best
bases for images “B” and “C” are quite different from the wavelet basis. Image “A,” on the other hand, is
best represented by something quite close to the wavelet basis.

8.2: Rate-distortion comparisons.

Mean square error is the measure of distortion in this comparison. Some other error norms should be
mentioned, although they are not used here. A method described in [Fang,Seré| allows arbitrary distortion
measures in the adapted local cosine best-basis method. In another approach, (see [Ramchandran, Vetterli2]),
the rate-distortion curve is used as a distortion measure for the transform. Also there are projects (for
example [Fuhrmann]) to find a perceived distortion measure for the JPEG compression algorithm. For
comparison of rate-distortion functions, the compression rate is computed from the entropy of the PDF of

the transformed pixel values.

Below are the rate distortion curves for the transformed pixel values of the 3 pictures “A,” “B,” and “C,”
transformed using JPEG, LCT, orthogonal (C6) wavelets and the best-basis of (C6) wavelet packets.
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Figure 8.2-27.

Rate-distortion curves for image A.
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Figure 8.2-28.
Rate-distortion curves for image B.
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Figure 8.2-29.

Rate-distortion curves for image C.

Observe that at high bitrates (above 0.8 bits per pixel or so, compression ratio 10 or so) the rate-distortion
curves for JPEG and LCT lies above that for orthogonal wavelets and best-basis of wavelet packets. At lower
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bitrates, the wavelet and best-basis algorithms give better results. We can make several remarks.

First, the JPEG and LCT algorithms with their fixed block sizes cannot achieve ultra low bitrates. At
compression ratios of 100 or more the wavelet packet algorithms still show a signal-to-nose ratio of 5-10dB.

Second, at nearly all bitrates the wavelet and best-basis curves are quite close. In the absence of other
criteria, it appears that we can profitably save the overhead of the best-basis description (small though it
is). It would nonetheless be worthwhile to keep that extra data (and to do the extra analysis) if we could
use the basis description for feature recognition or classification.

Third, the frequency-weighted quantization used by both JPEG and LCT results in lower perceived
distortion at the cost of freezing a viewing scale. Those subbands which were coarsely quantized because
of the eye’s contrast insensitivity at that spatial frequency might fall into a more sensitive region upon
magnification. This accounts for the blockiness of JPEG in blown-up images.

8.3: Software.

All compressions were performed in software on an unloaded Ne TCube 68040-based desktop computer
with 40 MB of RAM. In the table below, the VSIZE entry denotes virtual memory size, while RSIZE denotes
actual memory being allocated (in megabytes). UTIME is user CPU time in seconds, while STIME is the
operating system’s CPU time.

3 66 1 40 144 1 2 5 315 556 73 144 116 20 272
344 123 41 1 4 4 273 1 0 7 10 73 711 31 2
223 116 46 1






